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Executive Summary
This report presents the results of a period of trial operation of a Data Registry for Intelligent Transportation Systems (ITS) and, from analysis of these results, makes recommendations for further progress of the registry as a data management tool.

A Data Registry for the Highways Agency
Like all large organisations the Highways Agency bases its policy, management and operational decisions on information drawn from its many databases. The Agency is in a time of change, moving from an asset manager to a network operator and is placing more demands on the quality and consistency of its data. To implement its initiatives, the Highways Agency must understand and effectively manage its data. A data registry provides a way of defining, sharing, reviewing and managing all of these aspects in a standardised and efficient way. 
Recognising the potential benefits, the Highways Agency commissioned a research and development project to identify and test a suitable registry mechanism to meet the needs of the Agency and other organisations, initially for Travel Information Highway (TIH), but with the possibility of extension to the wider Intelligent Transport System (ITS) sector and also across the Agency’s internal business. A registry solution was defined in consultation with the industry, and put into operation in two trial periods totalling 11 months. 

Results of the Data Registry Research Project
The registry trials have demonstrated a number of benefits arising from an operational data registry and indicate significant further benefits that would emerge in the longer term. The registry is now fulfilling an operational role in the Travel Information Highway, and as the registry matures the number of other areas and communities with an interest in registry application is increasing, both within the Highways Agency and in UK ITS in general.
The registry currently holds information on some of the major traffic and travel information systems in use within the UK and forms a key resource for information exchange between travel information providers.  The chosen registry approach gained buy-in from the community with registry submissions from a number of different organisations. The cost of making a submission has been kept low through alignment with existing data tools. The trials have established the essential costs of a registry, and have produced enough experience of benefits to allow an initial cost/benefit assessment.

The registry has forced an increase in the quality of the data definitions submitted, it is encouraging and supporting integration and reuse, and it promises to make planned integration and rationalisation activity more productive. The registry is also allowing users to answer questions, such as finding out the content offered by different data sources. For the Highways Agency, the cumulative effect should be to allow work across various development “silos” to lower costs of system development and maintenance, and improve information services and management reporting. For the wider ITS community, the cumulative effect should be to support seamless door-to-door services through integration of open systems. Without a registry this goal will be achieved later and at greater cost, as various organisations slowly find out how to integrate fragments of the overall service.
Recommendation
Given the proven benefits and emerging interest, this report recommends a one year technology pilot to apply the research results. The pilot should meet the following key objectives:
1. Provide the registry service for the Travel Information Highway. The registry is now fulfilling an operational role in this context, and the pilot will allow the Highways Agency to provide a registrar service to maintain the established benefits
2. Support uptake of the registry in other Highways Agency business areas. Use of the registry is under discussion in a number of other areas within the Highways Agency, both for internal business and for interactions with partner organisations. The pilot should progress the cost-effective application of the registry after consultation with stakeholders in each case.
At the end of the one year period the pilot should deliver a management report with conclusions reached in each potential area of application, including recommendations on any future business roles, funding and contractual arrangements, based on benefits realised.
1 Introduction
1.1 Purpose

This report presents the results of a period of trial operation of a data registry for Intelligent Transportation Systems (ITS) and, from analysis of these results, makes a number of recommendations for further progress of the registry as a data management tool.

The main body of this report assumes a degree of familiarity with basic registry concepts and terminology. A glossary is provided, but unfamiliar readers may wish to first approach the earlier Data Registry Comparison Report [1].
1.2 Project Background

Recognising the potential benefits for data management, the Highways Agency commissioned a research and development project to identify and test a suitable registry structure and mechanism that meets the needs of the Agency and other organisations, specifically for Travel Information Highway (TIH), but with the possibility of extension to the wider ITS sector.
After an initial study period, a solution was defined in consultation with the industry. An implementation was created and put into operation in two trial periods: from September 2003 to February 2004, and September 2004 to February 2005. This report presents the results of the operational trial, with lessons learned and recommendations.
The trial registry is based upon the combination of the ISO 14817 ITS Data Registry standard and the software industry standard “Unified Modelling Language” (UML).  Submission is through electronic files emailed to the registrar. The registrar processes these submissions and publishes the registry content to a web site (www.qmiss.org.uk/registry). 

1.3 Report Structure

The report first considers the roles of the registry within the business processes of user organisations, and these are combined with the experience of the trial to define user requirements for the registry service in Section 2. 

The statistics of the trial are separated from the analysis that can now be made as a result of the operational experience. Section 3 presents the statistics, while sections 4-8 present the current assessment of registry issues: structure, processes, implementation, and the business benefits of a registry.

Section 9 assesses the overall success of the trial against the objectives that were established at the outset.

The closing Section 10 presents the recommendations arising from the experience of the trial.
2 Assessment of User Requirements for a Registry Service

A registry solution is derived from its user requirements and these in turn must be chosen to fit the business process of the user organisations. The registry will only produce a sustainable benefit if it is an integral part of the business process.

Before considering the user requirements for the registry facility, this section provides a more explicit outline of the emerging and envisaged business processes. Further discussion of the business cases can be found in section 8 “Benefits and Costs”.
2.1 Registry Context within Business Processes

The registry aims to support the vision of seamless services by encouraging open systems and facilitating cost-effective integration. The registry is envisaged to become an integral part of the business process for different categories of stakeholders:

· ITS engineers seeking new data sources use an appropriate directory service, linked to the registry, to discover new data sources and discern the details of their content.

· ITS system suppliers submit their data definitions to the registry. With an ongoing stewarding and review process and a drive to higher status levels and higher quality, a submitter is potentially creating a standard and would therefore see the registration as both a marketing aid and a quality aid. 

· The sponsor of new developments examines the registry for potential re-use. Implementers are obliged to consider current registry contents and also to submit any new definitions that are required for the development. Integration of systems becomes easier as people understand the common method of expression of the data models, and easier still as systems begin to re-use the same data definitions. This applies whether the sponsor is a central government agency, a local authority, or a private service provider.

· ITS professionals use the registry as a convenient single access point to find out the functional extent of various UK programmes. 

A central body funds the role of registrar and partially funds the roles of steward and change-control-committee, due to the overall benefits experienced. Other stakeholders participate as stewards and in the change control committee without central funding, because they have an interest in influencing the registration process.

2.1.1 Registry applications in the Highways Agency

The business scenarios outlined can apply in several contexts within the Highways Agency. 

(i) Roads Information Framework
The Roads Information Framework (RIF) aims to provide senior management with information on congestion and safety on the network drawn from existing and new databases. The data registry provides knowledge of what data can be found, and where to find it. If each of the source databases is registered in the Data Registry, this should lead to good understanding of what data can be used within reports at an early stage of the RIF project. Even with standard management reports in place, there will be a continuing need for ad-hoc requests for information. The registry can be used to quickly identify the source for particular kinds of data within the Highways Agency.

The registry helps identify differences and duplication and so brings the potential for rationalised data collection, opportunities for investigating changes to operational practice and less time spent resolving conflicts of information from different data sets. 
(ii) NMCS Site Data Rationalisation for RCCs

The Regional Control Centres (RCCs) will each combine NMCS systems from a number of police control offices. This will require improvements in the system start-up process and rationalisation of site data currently held across a set of de-normalised files. The RCC Working Group on “Site Data and Initialisation” plan for each system / subsystem provider to independently produce models of required site data structures, to merge models, and then agree a single common rationalised model. A mechanism such as the data registry is required to make this process efficient and to avoid the problem of mandating a single modelling product for use by all suppliers. The initial drafts of the participants would be kept private in the registry, not made visible to other users. This application of the registry also requires version management since there are a number of systems and subsystems that implement the data models, and there may be a combination of versions in the field at any time.

(iii) Common Location Referencing e.g. for RCC-TCC communication

NTCC and RCC operations deal with the same incidents on the Agency’s network, one with a national perspective, the other regional. There is a critical need for consistency of data in each operation in order that both organisations can be assured that they are referring to the same incidents when communicating with each other and with others. The registry and its harmonisation process can play a facilitating role in the establishment of common location referencing methods.
(iv) Asset Management

Different systems (HAPMS for pavements, SMIS for structures, HAGDMS for geotechnics and NOMAD for electrical and communications) combine to describe the Highways Agency’s assets. Each system was produced separately and has its specific function. Providing an enterprise wide asset database will require rationalisation and development of these databases, using a mechanism such as the data registry.

(v) Travel information exchange with partners

The registry is already performing a useful role for the Highways Agency and for others in this area, as described in the TIH section below.
2.1.2 Registry in the Business Process of the TIH Community

The registry can be applied in a very wide range of domains, but for this Highways Agency research trial a specific test-bed was required, and the established Travel Information Highway initiative was chosen. This is an interesting test-bed as it encompassed a wide community with little common systems heritage.  The Highways Agency is a significant participant within this community but there are a number of other organisations also involved.  With a primary focus on information exchange, this is an obvious environment to introduce a data registry.  

As the number of electronic travel information sources increases, so does the complexity of understanding, comparing and extracting the data that the user requires. The registry mitigates the increase in complexity, promotes re-use, and provides a catalyst for uptake. The registry now supports a directory of TIH Publishers service accessed via the TIH web site. 

A clear mapping was found between TIH actors and the generic stakeholders described at the beginning of section 2.1. Potential TIH consumers may use the directory service to discover publishers and discern the details of their information service. TIH publishers, in line with the TIH Charter and associated TIH principles, submit their data definitions to the registry. The TIH registry working group act as registry stewards and use the registry process to decide whether specific models or constructs are “preferred” for use in TIH exchanges. At time of writing, the first review for “Preferred” status was being initiated.
2.1.3 Registry for UK ITS

Within the United Kingdom, there is a plan to become an ITS Centre of Excellence, with a higher level of integration between Intelligent Transport systems. A fully functional data registry could be an important enabling tool in achieving this integration. At present there is no initiative to create a national data registry in the UK, but there are several important programmes concerning improved integration, including UTMC, RTIG, Transport Direct and TIH. A national registry could be used as a mechanism to connect these programmes. 

ISO 14817 envisages relationships between registries that take into account the communities of interest. Explicit relationships are established between the registries for the exchange of data concepts. This model could be considered as one possible approach to the provision of a registry connecting different programmes within the UK, while preserving the specific needs of communities such as UTMC and TIH.

Many of the techniques and processes that have evolved in the registry will be of interest for any overall architecture initiative. It is widely agreed that large-scale architecture, such as UK ITS Architecture, should be built and expressed using a series of viewpoints. The data registry can be considered to be a single viewpoint in the overall architecture – the information viewpoint. It can also be used to integrate other viewpoints such as functional and systems viewpoints, and through cost-effective tool support it can help keep the architecture maintainable. 

2.1.4 Registry in the International ITS community

Looking to the international ITS community the development of structured approaches to data management are emerging. These developments naturally lead to the eventual identification of the need to define and share definitions of data, within commonly defined structures and in such a way that migration and extension is possible. In particular these developments are driven by the needs of applications that aim to exchange data across boundaries or provide a common level of service and interoperability as users move between jurisdictional areas in a seamless way. 

An obvious example is the redevelopment of the DATEX data exchange mechanism [2], where the previous version was considered limited due to the use of a non-industry standard for defining data and an inability to be extended with developing user needs. The revision adopts the concepts of the ISO 14817 registry, without explicit use of the term Data Registry. This work is being undertaken with both the operational and standards communities.

On a much larger scale, ITS America and the various U.S. standards organisations have created and are helping to populate a data registry for the ITS community in the U.S.A.  Similar national initiatives are also underway in other countries, such as Australia, South Korea, Japan and the Czech Republic.  

CEN TC278, ITS Technical Committee of the European standards organisation, is currently considering the initiation of specific activities on data registries and, in particular, the potential creation of a single European ITS data registry that supports standards activities.

At present, most of these data registry initiatives could be characterised as trials or early experimentation and to date there is little real integration into the business processes that they aim to support.  However, it is clear that the prominence and profile is increasing and the development of a more central role can be expected.

A UK registry could be linked to an international registry through the process outlined in ISO 14817.

2.2 Registry Use Cases

With these business contexts and processes in mind, the use cases for the registry facility can be defined. 
An important output of the consultation phase was an initial definition of the usage scenarios for a full-scale registry facility [3]. For the limited trial, a facility was created to implement a practical subset of functionality that would provide the most useful learning experience. The trial has refined our view of all of the use cases.

The use cases of the registry service are:
· A submitter submits data definitions and they are processed.

· A (human) read-only user accesses the registry and obtains information

· An automated system accesses the registry in the provision of an integrated directory service.

There are also internal registrar use cases for the registry facility:

· Complete registrations and update registry

2.2.1 Submit data definitions

Before the trial it was envisaged that the registry would offer three methods of submission:

· submitter provides all details in forms

· submitter provides all details in a file

· submitter uses existing electronic metadata (e.g. XML Schema) as a starting-point and supplements with further detail in forms.

To succeed a registry must use a widely accepted common form of expression with widely available supporting tools. The trial has confirmed that UML file-based submission is practical, as a number of different organisations have been able to make submissions based on existing in-house data definitions. Some submissions did require a degree of translation between versions of the XMI exchange format, but the effort required is small for an expert registrar. The choice to base the registry on UML and its XMI exchange format therefore appears to be sound in this respect.

The idea of importing alternative electronic formats has also been proven useful. A software tool was used to register TransXChange, RTIG and Journey Time Database XML Schemas with their corresponding UML representation plus supplementary registry metadata. The extension of the software tool to XML DTD was considered, but no specific user was identified.
Despite open invitations to potential submitters to discuss the possibility of importing flatter data definitions through forms applications, no requests for this facility were received. One TIH working group participant did post a spreadsheet of data definitions to the working group, but as a “starter for the subject” rather than a full submission. The value of an all-forms application therefore remains doubtful.

Submissions are emailed to the registrar as XMI files containing UML models, or as XML Schema. After any transformation to registry UML formats, the registrar checks the validity of the model and, if the model does not meet Recorded status level criteria, supplies a report to the submitter detailing the required improvements. If the model passes the test, it will enter the registry with Recorded status. If the model fails the test it will enter with Draft status unless the submitter specifically requests Card status – indicating an immature model registered as a placeholder. Status levels beyond Recorded require human review, which is organised by the registrar.
Details of the registrar’s processing are described in the internal use case “Complete registrations and update registry”. 
2.2.2 Browse / Search Registry

The registry resources are accessible via a public web site offering:

· "top-down" navigation through data definitions organised by status and by submissions

· cross-linking between all related elements and between diagrams and elements
· look-up via an alphabetic dictionary

· download of selected subsets of registry content for further local manipulation (via email request)
· supplementary functional index – linking to model elements from functional needs
· supplementary systems interface index – linking to model elements from the system interface that uses the elements

· look-up via meta-attributes such as “submitter organisation name” etc

· invitation and link to submit comment on registry content

· invitation and link to join registry steward’s working group.

The trial initially offered top-down navigation with cross-linking and dictionary. These facilities were found to be useful, generating positive feedback from users. However, as the scale of the registry grew, these mechanisms were quickly found to be insufficient for a user who is unfamiliar with the registry content. Indexing mechanisms must also be provided. In particular an index related to functional needs is essential. Detailed discussion on the nature of the index is presented in Section 4. With good indexing, the need for other kinds of filtering and ad-hoc searching is lessened.

Download was not offered initially, but real requirements for download began to emerge in the latter part of the trial and an on-request manual service was prepared. A fully automated download solution could be developed but a manual on-request service is sufficient for the current frequency of request.
Emerging requirements

As the registry grows in scale and is applied in new contexts, new access requirements are emerging. 

· Simple text search of registry content would give some benefit at low cost and should be added.

· The registry should be able to support multiple versions of elements, help with version management, and arguably also help with configuration management. As a minimum, version tracking can be supported now via package naming schemes. Further support can be easily built into the registry with “retired” status level and with a “period of validity” meta-attribute. It is possible to imagine a registry offering full configuration management functionality with baselines and configurable views on the underlying data elements, but this would require a major shift in underlying technology and the case is not yet proven.
· Mid-way through the trial, one steward found it awkward to deliver feedback on registry contents due to the lack of an integrated reviewing mechanism. This idea has not recurred and does not appear to be a major issue given the current registry scale and scope. However, the value of the idea may grow as the registry scope increases.
· Registry access partitions may be required to protect “work-in-progress” of groups using the registry as a mechanism to agree a new standard.
· It would be useful to be able to filter the registry content by particular criteria and hide any irrelevant elements. 
· It would be useful to be able to query using a combination of criteria. Although the current indices provide good access using one criterion at a time, it would be useful to be able to combine them in a single query, for example to show all the elements submitted by Glasgow City Council in the functional area of car park monitoring.
2.2.3 Access registry to provide directory service

It was originally envisaged that an automated directory service process would extract registry content through machine-to-machine communication to support its own needs. The registry trial showed that a simpler integration through hyperlinks is effective. The registry web access mechanisms include a systems interface index that links from each named system interface to the elements used in that interface. Items in the system interface index provide the entry points for an external system directory service. At present each entry in the directory of TIH Publishers on the TIH web site is linked to the corresponding entries in the registry systems interface index.
The drawback of the simple hyperlink approach is that the directory service cannot provide search or query facilities based on registry content. That would require a further level of integration. Instead the directory service can provide a link into the top level of registry content, from where searches could be performed.

2.2.4 Complete registrations and update registry
This use case concerns the registrar’s interaction with the registry facility and can be viewed as less crucial than the others since it does not concern public use of the registry service. It is however important to have a facility for the registrar to maximise efficiency and minimise costs.

Before the trial this use case was solely concerned with progression of status. During the trial the registrar came to perform a wider role in completing registrations, and it is consistent to consider the various tasks as registry use cases.

Slightly different processes are required to complete the registrations depending upon the format of the submission. The details are sensitive to the chosen registry implementation, but in broad terms the registrar will:

· Transform submissions to registry XMI format

· Add any IPR information if required

· Validate the submission

· Import to correct place in registry with correct status level

· Regenerate and publish web output

Validation for Recorded status was initially manual, but as iterations of submission, checking, feedback and re-submission increased, the value in an automated check became clear. The automated check produces a report of required improvements.

Emerging requirement – active maintenance
Two further registrar roles were proposed towards the end of the trial, both roles requiring the registrar to actively maintain supplementary information within the registry.

Population of the functional index was originally envisaged to be the responsibility of individual submitters, but experience has suggested that the registrar should take an active role in the definition of the index that provides maximum utility for the registry at any given time. Further details appear in section 4.2.3.
Research into the harmonisation process has led the adoption of the UN/CEFACT “Core Components” approach, in which the registry contains supplementary abstract entities that capture the similarities between multiple business entities and provide the basis for further re-use. The registrar creates these entities in the registry after consultation and agreement with submitters and stewards. Further details are given in sections 6.3 - 6.5.
In both roles, the registrar must be able to create new supplementary model elements and make minor modifications to submitted model elements.
3 Facts of the Trial
The two phases of the trial produced significant discussion, feedback and progress in the following areas:
· User requirements for a registry facility – further discussed in Section 2.

· Registry structure – further discussed in Section 4.

· Registration process – further discussed in Section 5.

· Harmonisation structure and process – further discussed in Section 6.

· Registry implementation solutions – further discussed in Section 7.
· Costs and Benefits – further discussed in Section 8.

This present section summarises the hard facts and concrete outputs of the trial. In doing so it demonstrates that the analysis of the subsequent sections arises from the considerable practical experience of the trial.

3.1 Trial Solution

The trial registry facility is based upon the combination of the ISO 14817 ITS Data Registry standard, and the software industry standard “Unified Modelling Language” (UML).  UML is used to convey the structure of all metadata, including registry meta-attributes from ISO 14817.  Submission is through electronic files emailed to the registrar. The registrar processes these submissions and publishes the registry content to a web site (www.qmiss.org.uk/registry). 

Submissions are subject to the registration process defined in ISO 14817, although the trial registry is not strictly compliant in a few details. Roles defined in ISO 14817 are mapped to existing bodies within the HA, the TIH and this project.

XML Schema is also supported through a transformation tool, and submitted XML Schemas are available in the registry in parallel to their common UML representation. The trial registry solution is described in more detail in Sections 4-7.
3.2 Population of the Registry

The registry was declared open for submissions on 24th September 2003, and the first trial period was considered to be complete on 27th February 2004.  For the second phase of the trial, the registry began accepting submissions on 13th September 2004, and the trial period was considered to be complete at the end of February 2005.

At the close of the trial, the registry was populated with the submissions listed in the following table. All are substantial models. There are over 10,000 registered items
 in total.
	Submission
	Functional Area
	Submitter

	TPEG (including TPEG RTM, TPEG PTI, TPEG PKI and TPEG Loc)
	Road traffic, public transport & location referencing
	Serco on behalf of EBU

	Unified CENTRICO OTAP 
	Inter-urban traffic
	OTAP Demonstrator Project (CENTRICO)

	NTCC TIH Basic Data Service
	Inter-urban traffic
	Mott MacDonald on behalf of Serco.

	TransXChange
	Public transport
	Mott MacDonald on behalf of DfT

	MATTISSE
	Urban traffic management & control
	Mott MacDonald / M3

	VIH
	Specifics of camera & video
	WSP Group

	Transport Direct
	Miscellaneous aspects of travel
	Mott MacDonald, based on information from ATOS Origin

	Journey Time Database
	Inter-urban traffic
	Mott MacDonald

	RTIG
	Public transport
	Kizoom

	HALOGEN
	Inter-urban traffic
	Mott MacDonald 

	UTMC2
	Urban traffic
	Mott MacDonald


3.2.1 Formats of Submissions

At point of registration the submissions all take the form of UML models. A number of different paths were taken to produce the UML, as listed in the table below. In the cases of OTAP, RTIG, Journey Time Database, and TransXChange the registry also holds accompanying XML Schema.
	Submission
	Format of submission

	TPEG
	UML model (XMI from Poseidon UML)

	Unified CENTRICO OTAP 
	UML model (XMI from Rational Rose) + XML Schema

	NTCC TIH Basic Data Service
	UML model reversed from IDL and accompanying documentation

	TransXChange
	UML model transformed from XML Schema +XML Schema itself

	MATTISSE
	UML model transformed from logical database model

	VIH
	UML model (XMI from Poseidon UML)

	Transport Direct
	UML model hand-created from database model document

	Journey Time Database
	UML model transformed from XML Schema +XML Schema itself

	RTIG
	UML model transformed from XML Schema +XML Schema itself

	HALOGEN
	UML model created via small custom-built application from spreadsheets exported from database content

	UTMC2
	UML model hand-created from spreadsheet model document


3.2.2 Status Progressions

By default the submissions were assigned Draft status. Draft items may be reasonably complete, but they have not yet been verified as complete by the registrar. One exception was Transport Direct, which was known to be incomplete and was assigned Card status.
Registrar and steward reviews resulted in multiple re-submissions of the Unified CENTRICO OTAP model and TPEG, with increased quality. TPEG re-submissions gained Recorded status for the TPEG-Loc portion.  The full unified OTAP model gained Recorded status.
On attaining Recorded status both TPEG-Loc and OTAP were put forward for review to reach Qualified status. The OTAP model was further improved as a result of review comments and became the first set of elements to achieve Qualified status. The TPEG-Loc review raised comments that have yet to be addressed by the submitter.

	Status Level
	Submissions (at end Feb 2005)

	Card
	Transport Direct

	Draft
	TPEG RTM, TPEG PTI, TPEG PKI

TransXChange

MATTISSE

VIH

Journey Time Database
RTIG
HALOGEN
UTMC2

	Recorded
	TPEG-Loc

NTCC TIH Basic Data Service

	Qualified
	Unified Centrico OTAP


Status progressions within the registry process are further discussed in Section 5.

3.3 Link to Directory Service

Integrated directory services are expected to be an important benefit of a working metadata registry. In the TIH context, the registry supports the directory of TIH Publishers on the TIH web site (http://www.travelinformationhighway.co.uk)  

For each appropriate service on the TIH web site, a sub-heading ‘View the definitions Online’ was provided along with a hyperlink to the registry.  These hyperlinks link to static web pages which themselves link into the evolving registry content.  There is one static web page per system interface that acts as a top-level entry point into the model specifics.  Also presented here, where appropriate, are documents that discuss platform specific mappings for models (see section 4.3 for details).
Ideally the registry should also contain links back to the directory service, but the directory of TIH Publishers is currently available only the private part of the TIH site and can only be accessed by authorised users.  
3.4 Registry Usage Statistics

Usage of the registry web site was continuously monitored from mid-October 2003. During the first phase of the trial, the web site usage sharply increased in the beginning of 2004 as the registry content improved and active discussion took place in the TIH Working Group on Data Dictionary & Data Registry. During 2004, various search engines and automated web agents started to access the site and these obscure the true usage figures. Full details are supplied in Appendix A.
3.5 Software artefacts produced

In addition to the populated registry itself, the trial produced a number of software artefacts which will be useful in any further registry activity. These are concerned with the transformation of metadata into the format required by the registry, the addition of Intellectual Property Rights (IPR) and a check to see if a submitted model is suitable for Recorded status (where items must have all mandatory meta-attributes completed). The tools developed fall into two distinct classes: those for use by submitters and those for use by the registrar. A summary of the application of the various software tools is shown in Figure 1.
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Figure 1 - Paths to Registry Submission

Directly compatible UML tools include Together and MagicDraw UML.

The XSL Transformer operates on four specially created XSLT stylesheets:
· Poseidon to MagicDraw UML

· Sybase PowerDesigner XMI 1.0 to MagicDraw UML

· Sybase PowerDesigner XMI 1.1 to MagicDraw UML

· Enterprise Architect 2.5 - 4.1 XMI 1.1 to MagicDraw UML

An XSL transform can be applied to registry compatible XMI files to add to certain model elements a suitable Intellectual Property Rights (IPR) tag provided by the model submitter.  The tag will be visible on each web page on the registry website for the model.  The model elements affected are: Package, Class, Association, Generalization, Data Type, Enumeration, Class diagram.
An XSL transform can also be applied to registry-compatible XMI files to check if the models could have their status set to Recorded. To achieve Recorded status, items must have all mandatory meta-attributes completed.
4 Assessment of registry structure

This section provides a technical assessment of the kinds of data structures that a successful registry must support.
4.1 Structural Metamodel

Although the focus of previous ITS registry initiatives has been atomic data element definitions, the study phase of this project concluded that the Data Registry should also be able to support modelling constructs. The trial has proven that this encourages submissions, with over 10,000 registered items being submitted from existing electronic data definitions. In contrast there were no submissions consisting solely of atomic data elements without modelling constructs, even although these could be supported by the registry.

The adoption of the UML structural metamodel also appears justified. While other schemes concentrate exclusively on XML Schema, only four of the eleven major submissions registered in the trial actually use XML Schema. Having UML as a neutral description format has allowed registration of metadata derived from (or realised in) database models, IDL, and XML DTD as well as XML Schema. 

The trial provides a clear illustration of UML supporting the browsing, searching and directory service use cases. Although the major registry role of re-use has also been investigated, the aptness of UML in supporting a fine-grained level of re-use has yet to be assessed in practice on a realistic scale.

4.1.1 Primitive datatypes

Where submissions clearly defined their own set of primitive datatypes, these were retained within the structure of the submission. Where submissions used apparently generic datatypes such as “int” or “String”, these were replaced with references to a single set of generic datatypes, chosen from Java and XML Schema. A clearer policy guiding the contents, definition and use of the set of generic datatypes would be required in later phases of the registration process.  

Rather than pre-agreeing a set of basic primitive data types for the registry (e.g. based upon Java and XML Schema) it was decided to let the registry process take its natural course. As part of the harmonization process and the attainment of Preferred status, a “preferred” set of data types will be created for the registry.  In other words, primitive data types are not regarded as outside the registry process – they are inside the registry process like other model elements such as classes and attributes.
4.1.2 Meta-attributes and ISO 14817

UML was chosen with the intention that an ISO 14817 mapping could be created if required, to provide import/export from other ISO 14817 registries. A basic mapping of data concept types was created and used to determine which ISO 14817 meta-attributes should apply to particular UML elements. However, the bridging requirement did not arise during the trial, so there has been no need to complete a full translation. 

Many ISO 14817 meta-attributes map directly to standard UML concepts. All other ISO 14817 meta-attributes are realised as UML tagged values. However the trial chose to be strictly non-compliant with ISO 14817 in the specification of the set of meta-attributes that are mandatory for Recorded and higher status levels. In particular ASN.1 attributes were downgraded to optional, as ASN.1 is not widely used in the UK, and insistence upon ASN.1 may have inhibited registry submissions. 

4.2 Indexing

The first version of the trial registry web interface used a very simple classification for registered metadata. Underneath each of the packages that identify registry status, there were packages describing broad functional areas. It was foreseen that the number of packages would grow as the registry expanded. The trial showed that these high-level categories are not sufficient for a number of reasons:

· The content of some submissions spans multiple categories.

· There may be a benefit in overlapping categories, i.e. alternative classifications from different viewpoints, where one metadata item can qualify for several classifications.

· The categories may be too broad to be helpful to the registry user who approaches the registry with a specific functional area in mind but is unfamiliar with the registry.

The registry needs to support the browsing user through an improved classification scheme, accessed either through queries or through browser navigation through a clear structure.

It is not enough for this supplementary index to simply access the top level submissions – it needs to reach down to the detailed data element definitions too. It should always be possible to find a classification to apply to an atomic data element definition at the leaf level of a submission. At higher levels it may be harder to find a satisfactory classification for a particular module of the submission, indicating that the module is a system-specific grouping. This is fine as long as the index reaches down inside that module.

4.2.1 Index Representation

This section considers how a supplementary index can be represented, given that the registry has adopted the UML structural metamodel. 

The simplest implementation of a classification scheme is to use a hierarchy of UML packages. Submissions would have to be split up into many different places in the hierarchy, making it more difficult for the registry to support a directory service. There may also be items, even at the leaf level, that should fall into two or more complementary classifications, but in a single hierarchy registered items can be assigned only to a single category.

The classification scheme should therefore be removed from the main registry hierarchy and implemented in a separate parallel structure. Classification schemes could then be considered to overlay the main registry hierarchy. In the development of a single system model this overlay concept would not arise, but in a large public library of data with different origins the concept seems useful. There can even be multiple complementary classification schemes to suit different users with different viewpoints, although they increase the overhead in population of the index. A single well-chosen index is the most likely to give the best overall benefit. There are good reasons to try to implement the classification scheme with UML, like the rest of the registry. The trial established that the best way to achieve this is to use UML tagged values.

4.2.2 Classification Scheme

The scheme that gives the most freedom is for the submitter to freely choose classifications (keywords) to augment their submission. This may be a useful way of providing synonyms, but since submissions should already be arranged in a meaningful structure they can already be thought of as being “internally indexed”, so freely chosen keywords may not provide any extra indexing power.

There was therefore agreement that the registry should define a classification scheme to be used (as a supplementary index) for all submissions. Rather than inventing a new classification scheme, the registry trial turned to existing ITS Architecture initiatives. It was not assumed at this stage that all registry users will always be strongly following a well-defined general ITS architecture. If such architecture was always followed then systems would be conceived within the framework of the architecture and it would be a more straightforward process to classify the metadata.

Even in the absence of a policy decision on architecture, the registry has to provide a useful indexing scheme. This index is not intended to impose architecture, it is just an extra look-up structure designed to help registry users, and would be revisited if any stronger architectural policy emerged in the future.

Two related architecture standards are of particular interest:

· ISO 14813-1 “TICS Fundamental Services”

· The European ITS Framework Architecture 

ISO 14813-1 is currently undergoing a major revision, but the committee draft (2004) was made available to the project for information. The fundamental services from the original version were used in the classification of elements of the European ITS Framework Architecture, and the European ITS Framework Architecture team is also contributing to the revision of ISO 14813-1. The standard contains eleven “ITS service domains” that are not enough by themselves to effectively index the registry content. Underneath the domains are a few dozen “ITS service groups” and these are a candidate for the functional classification scheme.
The European ITS Framework Architecture contains user needs, functional architecture, physical architecture and communications architecture. Candidates for classification schemes are the “user needs groups” and the “functions” of the functional architecture.
In an exploratory exercise, the “ITS service groups”, European “functions” and European “user needs groups” were all mapped to early registry content to establish their indexing power. 

(i) European ITS User Needs as a Registry Index

The user needs are classified within a hierarchy with 2 to 3 levels of grouping as shown in the following fragment. There are cross-references from user needs to ISO fundamental services.

6 Travel Information and Guidance

6.1 Pre-trip Information

6.1.0.1 The system shall provide emergency, or urgent, information to all road users free of charge.

6.1.0.2 The system shall be able to require payment for non-emergency, or non-urgent, information.

6.1.0.3 The system shall be able to provide accurate, credible, timely, and easy to comprehend traffic and travel information where it may be of benefit to the user.

etc.
6.1.1 Modal Choice

6.1.1.1 The system shall be able to influence modal shifts according to a specified transport policy.

6.1.1.2 The system shall be able to provide trip information on other modes of transport, e.g. for demand-spreading, or when major events occur, or due to weather conditions, strikes, cultural or sports events etc.

etc.
Early registry content was mapped to the second level groupings (e.g. 6.1 above). It was found that this intermediate level of user needs group was still too high-level to effectively distinguish between different parts of the registry content. At the bottom level, the actual user needs are long sentences, not pithy enough to provide an index. The groupings at the third level down (e.g. 6.1.1) are a better candidate for a functional classification scheme. However, the user needs also contain non-functional requirements that are not useful for a registry index (e.g. the “General” group, which covers properties such as security and scalability). 

(ii) European Functional Architecture as a Registry Index

The European ITS Framework Architecture contains a Functional Architecture with a multi-level hierarchy of functions. Early registry content was mapped to these functions to examine their indexing power. At the top level there are eight functional areas, which are too general to distinguish between different registered items. As the level of functional decomposition increases, the functions begin to separate the registry contents very effectively. 

Unlike the user needs, the functions have no unused “general” portions, since the non-functional requirements have already been transformed out of the classification. This suggests that the functional architecture is the correct architectural view to apply as a registry index. The counter-argument is that the functional architecture is one step removed from the original user needs, and so has a chance of appearing arbitrary and irrelevant to a particular user.

Study of the mapping between user needs and functions at http://www.frame-online.net/BrowsingTool/pages/usern0.htm together with consideration of registry contents reinforced the opinion that a functional architecture is the better basis for the registry index.

At an abstract level a user needs index would be useful for users who know their needs, but do not yet know what it is that they must do. A functional index is more useful for users who have already transformed their needs into knowledge of what they need to do. Of course both indexes could be offered in parallel, but this adds to the effort required in maintenance of the registry.

(iii) ISO ITS service groups as a functional index
ISO 14813-1 defines eleven service domains and each one has a number of service groups. For example:

Domain: Traffic management and operations 
Service groups:

Traffic management and control
Transport related incident management
Demand management
Transport infrastructure maintenance management
Policing/enforcing traffic regulations

In each service group, ISO 14813-1 also lists “example services”; these are not intended to be comprehensive.

(iv) Decision for the trial

Experimental functional indexing was performed with a sub-set of registry content using both the ISO services and the European functions. The power of the two groupings was found to be similar for this purpose. Both “services” and “functions” are useful ways of thinking about user needs. The “functions” tend to be slightly more specific. In some cases this means that the detailed functions are too prescriptive and we are forced to use a higher-level grouping, but in other cases (e.g. environmental functions) the extra detail was found to be useful in distinguishing between registry contents. Of course further details could be defined within the ISO service groups. However, for the purposes of the trial the European ITS functions were marginally preferred for the extra level of existing detail.
4.2.3 Experience of the trial

The Functional Architecture index approach was applied to the majority of models within the registry. To aid navigability, the tags used to describe the indexes were placed in packages to create a hierarchy of indexes.
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Functions were only added to the on-line index when there was associated registry content.

A series of trial templates and usage instructions were prepared for submitters to help them use their existing UML Modelling tools (Rational Rose and Enterprise Architect) to add tags to represent the functional architecture indexes. Two submitters have used these functional index templates.  For all other models the index has been populated by the registrar, who has sufficient ITS domain knowledge to make an appropriate classification.

Experience has confirmed that the European ITS functions do have some indexing power. However, we are using it for a different purpose than was intended by its creators, and its viewpoint, though closer than that of the “user needs”, is still not quite right for a registry functional index. For example a function of the type “provide … operator interface” must apply equally to all of the data definitions in the given area and adds no indexing power. In other cases the low-level functional decomposition is useful, so it is not simply a matter of choosing the right level of decomposition.
It was always considered that the registry project could invent a “better” index – but it would correspond to the ITS world-view of the inventor and might not help other users with a different view of the ITS domain. However, the experience has prompted the thought that perhaps it is reasonable for the registrar, who is an ITS domain expert, and who is aware of the spectrum of registry content, to create the functional classification that gives the best index for the registry content at any given time. The classification would not be an entirely arbitrary view of the ITS world, but the view derived from patterns of registry content. If this approach was attempted, it would be highly desirable for the on-line registry to allow hyperlinked navigation between the main functional index and standardised ISO or European definitions, in a way that preserves all methods of access without dual maintenance.
4.3 System Interface Index

The registry contains data definitions that arise from practical use in real systems. Although the models are “platform independent” UML models, they should all have one or more realisations in real systems. It should be possible to transform a registry model, using a well-defined deterministic mapping, to yield the platform-specific elements of a system interface. For example, consider a registry UML model that has an associated XML DTD; by applying a platform specific mapping for XML DTD, the actual DTDs can be obtained. The “system interface index” holds tags which link to textual descriptions of the platform-specific mapping used to transform the associated model into a platform specific representation.

The system interface index is implemented as a collection of packages that act as constant access points (persistent URLs) for an external directory service. These entry points are maintained even when the content underneath has been updated. Each package contains a class diagram that acts as a link to specific model elements within the registry. A system interface may use model elements from various different parts of the registry, so the diagrams can have several elements displayed. Each package can also contain a link to a platform specific mapping document.
4.4 Additional registry meta-attributes

Several meta-attributes not to be found in ISO 14817 were added to the registry.  The three most important are:
· XML Schema to allow navigation from the UML models to the corresponding XML Schema

· Platform Specific Mapping to allow navigation from the System Interface Index to the corresponding Platform Specific Mapping document.
· IPR to record cases where a submitter wishes to retain the Intellectual Property Rights of the submitted items. 
The IPR issue is similar to that faced in standard development. If IPR is retained, the submitter must at least agree to grant licences to implementers on even terms. The issue of ownership of any registry-derived artefacts such as UML diagrams is still to be explored.
Other meta-attributes were added to capture details of XML Schema implementation e.g. length, maxLength, minLength, maxInclusive, minInclusive, etc.
Like all other meta-attributes, these are realised as UML tagged values.

4.5 User feedback on structure

User feedback indicates that it is helpful for the registry to include models. 

Stewards found the registry “convenient” and “easy to use in terms of navigation”.

Mott MacDonald engineers with no prior association with the registry project accessed the registry at various points through the trial, without any briefing from the registry team, to investigate the potential for their own ITS development work:
“Engineer A” used the registry during the first trial period, at the commencement of a separate ITS development. The engineer was interested in four areas of ITS, and tried to find items in the registry in each of those areas, for possible re-use in his own development. The engineer found interesting items within the registry in two of these four areas. The engineer found the registry intuitive, and liked the high level of cross-linking which supported exactly the navigation that he wanted to perform. Interestingly the registry actually held related items in three of the areas of interest, but the engineer did not find the third. The engineer navigated the registry using the package hierarchy to find items of interest, and did not realise the significance of the functional index. Partly due to this he felt a need for some kind of synonym facility. When the functional index was explained to the engineer, it was then used to find related items in the third area of interest. The engineer will now use the registry items as input to his design. His overall comment was “would use again in future”. This feedback indicates that the registry structure is useful, but that we must draw more attention to the functional index.

“Engineer B” accessed the registry during another specific ITS development project, towards the end of the second registry trial phase. The engineer found it “fairly easy” to locate classes that related to the application area, but again subsequent discussion showed that the engineer had missed one relevant set of definitions because he had only navigated the package structure and not the functional index. Although the prominence of the functional index had been increased since Engineer A’s access, still more prominence is required. 
5 Assessment of Registration Process

5.1 Roles
The registry study phase concluded that some level of human review was essential to meet the objectives of the registry. It did not establish a clear justification for use of the full ISO 14817 process, but did conclude that the necessary steps were a compatible subset of that process. In planning the registration process for the trial there appeared to be a fairly clear mapping from ISO 14817 roles to existing Highways Agency and TIH bodies. After discussion, the ISO 14817 roles were mapped as described below. This mapping is appropriate for TIH, but would need to be altered in a registry with wider scope.

Registrar

The registrar is responsible for facilitating the registration of items and for making those items widely accessible to the community. The Mott MacDonald project staff act as registrar.

Steward

Stewards check quality of items and propose items for Qualified or Preferred status. This role is carried out by the TIH Working Group on Data Dictionary and Registry. In this way the ISO 14817 process can fit within the TIH process whereby the WG makes recommendations for the Management Group (acting as ISO 14817 Change Control Committee, see below) to approve. Since the WG is composed of many individuals, it is possible that they will disagree with each other. The WG champion shall try to find a consensus. In the event of any persistent disagreement, the matter must be referred to the CCC i.e. the TIH Executive.
Executive Committee (ExCom)

The ExCom is responsible for overall policy and business direction. In the trial the project management, including Highways Agency, act as the ExCom.

Change Control Committee (CCC)

The CCC provides technical direction and harmonisation of registry contents. The CCC is the body that authorises progression to Qualified and Preferred status. It was agreed that the TIH Management Group, probably through its agent the interim TIH Executive, would act as Change Control Committee in the trial.

Submitter

The preferred and usual route is for a stakeholder in a particular set of metadata to make a submission. However, where there was a useful set of metadata but no willing stakeholder with sufficient resource, the project staff act as submitter.

5.2 Quality Requirements

As the trial progressed and models reached Recorded status, it became clear that guidance was required to supplement ISO 14817 and clarify the assessment procedures for Qualified and Preferred status reviews.
5.2.1 Qualified

ISO 14817 states: “The steward, for those data concepts appropriate for progression to the Qualified registration status level, reviews the meta attributes for conformance to quality requirements of this International Standard and any other requirements as may be agreed to by the CCC as published as an ITS/TICS technical data management policy.” ISO 14817 states no further specific quality requirements that need to be reviewed, other than naming conventions (Annex D).
ISO/IEC WD 11179-4 states sensible quality requirements that apply to atomic data definitions. The trial introduced a set of fourteen requirements based on WD 11179-4, but modified to suit different kinds of model elements. 
When reviewing for Qualified status, the stewards should also take the opportunity to identify duplication between the model under review and other registered models. More on the process of harmonisation is discussed in section 6.
5.2.2 Preferred

The current scope of Preferred reviews is the Travel Information Highway (TIH). A status of Preferred indicates that the representation is preferred for use in exchanges of information that adhere to TIH Principles. In other words, each Preferred item is like a TIH Principle. As Preferred data definitions are introduced, there will be existing TIH Publishers who do not use these elements. The Preferred items give a signal to encourage TIH Publishers to support them at some convenient time in the future. It is considered that the TIH WG on Data Dictionary and Data Registry has sufficiently broad and well qualified membership that the collected opinions of its members will produce valuable principles, just as the working groups have generated valuable principles in the past. 
Initially it was considered that within one functional area, there should only be one “preferred” representation for each domain concept. However, the argument has since been made that there may be other orthogonal criteria that justify the existence of variants. (This is backed up by the “business context” approach of UN/CEFACT Core Components – see section 6 on “Harmonisation”).

For registered items to achieve Preferred status, they must be part of a submission that has at least one platform specific mapping described in the registry.
The UML Profile used in the registry is partially fixed by the declared registry metamodel. UML profile and usage can also depend on the platform-specific implementation. There may be use of UML standard extension elements to capture details of the mapping. However, the registry models should convey the platform-independent semantics without being cluttered by platform-specific concerns. Therefore:

· Models shall not use stereotypes that are obviously specific to a single platform.

· Models shall not use tag definitions that are obviously specific to a single platform when they represent a concept that could apply to multiple platforms and be given a more general name.
Beyond these areas, other UML Profile issues are left to individual models, and for the registry process itself to sort out any preferred approach.
While it is felt to be best practice to provide documentation for associations or association ends, the majority of submitted models do not currently provide it. To allow the research to progress, we have not introduced a mandatory requirement, but we would like to introduce the rule as a requirement for “Preferred” status at some time in the future.

The registry provides a preferred naming convention but its use is not enforced. The existence of naming conventions for specific platforms makes it harder to achieve a single naming convention for the platform independent model. 
5.3 Application of the process within the trial

By default, submissions were entered as Draft. In the first phase of the registry, the registrar performed the checks on meta-attributes to assess suitability for Recorded status. Later, this review process was opened up to the steward, in line with ISO 14817. Experience of the effort in re-checking multiple resubmissions indicated that the Recorded-level checks should be automated, and this was put in place in the second phase of the trial.
The trial was successful in stimulating review feedback to improve the quality of models.  It is interesting to note that the majority of submissions did not initially contain sufficient documentation to achieve Recorded status. TPEG and OTAP submitters took this as encouragement to spend a little extra effort on improving the quality of existing models. Both the unified OTAP model and TPEG Loc were originally registered with Draft status.  Both models received comments through the WG and this resulted in a further resubmission for each model with improved quality. The resubmitted models achieved Recorded status and were then reviewed for Qualified status. The OTAP model was further improved as a result of review comments and became the first set of elements to achieve Qualified status. The TPEG-Loc review raised comments that have yet to be addressed by the submitter.
The WG acted successfully as a steward in the reviews undertaken in the trial, with contributions from several individuals. The reviews were never contentious in the trial, always finding clear points for the submitter to address. The WG champion was never required to mediate. It remains unproven how a group steward would perform in a more contentious review, such as deciding on whether a submission is Preferred.
Even simply in terms of managing the stewards’ effort, the trial proved that the distinction between the first four of the ISO 14817 status levels is useful.

	Status Level
	Proven Benefit to Stewards

	Card
	Beneficial to distinguish from Draft as it saves any wasted review time on incomplete items, yet notifies users of work in progress.

	Draft
	The default status level in the trial. Review comments may be helpful to the submitter, but a further submission (for the model to achieve Recorded status) will be made before the formal quality review. 

	Recorded
	Indicates that the item is ready for quality review by stewards.

	Qualified
	Indicates that the stewards are satisfied with the quality of the item.


Users’ perception of different status levels will depend upon how the registry is integrated into the business processes of the user organisations. For example there could be a restriction requiring a directory service entry to be listed only when the corresponding data model consisted of elements with Qualified or Preferred status. This would add to the incentive to reach Qualified status.

5.3.1 Granularity of Reviews

Data definitions tend to enter the registry in large sets, each corresponding to a whole system interface or standard. It is usually practical to keep these submissions together when assigning the initial status, Card, Draft or Recorded, as the criteria for assigning these status levels tend to apply fairly evenly across the whole of a particular submission. In some cases there may be a difference in quality between sets of sub-packages within a submission e.g. in the original TPEG submission, the quality of the locML package was significantly higher than work-in-progress areas such as pkiML. In these cases the submission is split so that the sub-packages can be assigned different status levels.

Splitting at package level has been sufficient so far, but as “Preferred” status is reached, there may be a need for splitting beyond the package level. It is likely that certain parts of a submission will get agreement for promotion to “Preferred” level, while others have to remain at Qualified. The choice of granularity is related to the unit of re-use. In the UTMC registry the unit of re-use is the "Data Object" - typically a class or small group of tightly related classes. There is widespread agreement that this level of independence is useful.  In the ISO 14817 and 11179 standards, the unit of re-use is smaller - effectively the individual attribute.

A UML-based registry could in theory assign a different level of status to each UML model element independently. In some cases though, it does not make sense to re-use a detailed element without its context e.g. literals without enumerations or association ends without associations. 
The current registry implementation uses a package hierarchy to indicate registry status. This is convenient, but could be replaced by a tag-based scheme in the future if a finer granularity was required. In the current package hierarchy scheme, when different parts of a submission attain different levels of status, they are split into separate packages under each status package.

For example:

· Recorded contains tpegML which contains locML and tpegMLDataTypes.

· Draft contains tpegML which contains cttML, pkiML, ptiML and rtmML, and general TPEG document and message classes.

· The entire tpegML submission can be viewed using the “Systems Interface Index”.

Using this scheme, the registry can provide varying status for packages, classes, enumerations, associations, data types, stereotypes, and diagrams, but the status of attributes must come from their classes, enumeration literals from their enumerations, and association ends from their associations. Elements with dependent items (e.g. packages, diagrams, associations, classes with navigable associations) cannot attain a particular status level until their dependent items have all attained the same status level or higher.

This is considered to provide a practical level of granularity for the registry, but experience of “Preferred” reviews would inform the decision for the future.
5.4 From Qualified to Preferred 

At time of writing the report, the first Preferred review had just been initiated. It took over 11 months of registry operation for the first model to attain “Qualified” status! The biggest single reason is possibly that the TIH does not provide a single business context, so there is reduced business pressure to make the necessary model improvements. Within a more homogeneous business context, if there was a business need to arrive at “preferred” data definitions in a shorter time frame, then pressure could be applied to achieve the results.
Another factor that could be adjusted to achieve earlier results is the amount of mandatory documentation required. If it became clear that quality rules would prevent the progression of any significant groups of data definitions, then a relaxation of these rules could be considered – with care!

Initial preparation of the first Preferred review showed that were different views of the differences between Qualified and Preferred status. A useful anecdotal characterisation is:

“I understand what the model means and you and could do it that way (= Qualified) but it would be better to do it this way (= Preferred)”. 

This is still imprecise, and the TIH context does not help tie things down because the functional requirements for the published data are unspecified – TIH covers travel information publishing which is just one step in a wide range (unspecified) of business use cases. Although the project has defined guidelines for Preferred status reviews, the specific rules identified are actually concerned with further improvements on documentation and rigour rather than any specifications of requirements. In practice each reviewing expert will check whether the registered items meet their own view of the requirements. 
An important part of the Qualified and Preferred status progression process is the exploration of potential harmonisation – the topic of the next section.
6 Assessment of Approaches to Harmonisation
6.1 Harmonisation Scenarios

It is widely accepted in the registry community that harmonisation is an important function of a registry process, one that is essential if the largest benefits are to be achieved.

The operational UTMC Data Objects Registry does not explicitly cover harmonisation in its process. Items become “Established” following validation and public consultation. In reality the UTMC supplier community effectively tackles the matter by getting together round the table and agreeing on the data models before submission to the registry.
The ISO 14817 standard defines the responsibility and supplies procedures for harmonisation. Because of the focus on atomic data elements in the ISO 14817 standard, there are unanswered questions on what levels harmonisation operates (e.g. on classes? attributes? entire packages?) and how to deal with a mixture of levels. 

In general the “harmonisation” process comes about when there are two existing sets of data definitions, with some degree of overlap, and some differences.
Possible scenarios are:

· One model could have used classes or entire packages from the other model. Re-use by reference is ideal here.
· The models each use classes which are different for good reasons but are similar in intent and share common attributes or associations.

If these scenarios were faced in software development by a single coherent organisation, the developers would simply re-factor to remove the duplication. In the registry process this is not an option. Recommendations can be made to submitters, and they can change their models, or ignore the recommendation and accept that their models will not be “preferred”. This procedural aspect is defined reasonably well in registry process standards. 

In the scenario of similar but different classes with common attributes, there is an extra difficulty: attributes do not exist in isolation in UML – they always have the context of a class – so it is difficult to convey the fact that attributes are shared.

The various scenarios lead to different kinds of re-use potential and impose different requirements on the registry facility with different degrees of business benefit, as summarised in the following table.

	Degree of similarity
	Re-use potential across 2 applications
	Further registry support required
	Business benefits from registry support

	Exact re-use of packages/ classes
	Good chance of code and data re-use.
	Can be conveyed by basic registry features – but may need to link to specific versions
	(Already built-in to registry)

	Exact re-use of attributes
	Small chance of fragments of code re-use. Good chance of data re-use.
	Need scheme to capture this information.
	Maximise chance of this re-use by making it explicit. Convey all the information to a 3rd party looking to re-use, and for any future developments of source models.

	Constructs merely similar
	Chance of data re-use.
	Need more than basic registry UML to capture this.
	


6.2 Candidate Schemes for ITS Registry

Several possible solutions exist for the ITS Registry, all aiming to effectively manage the scenario of similar but different entities.
· Rely on submitter change (do nothing)

· Insist that every “attribute” should be represented as a UML class.

· Use UML tagged values to convey the fact that certain attributes in two similar-but-different classes are actually the same. 

· Have a single union class with non-common attributes specified as optional, and put context into further tags or description.

· UN/CEFACT ebXML Core Components approach
Analysis suggested that the Core Components approach holds the most promise [4], and a small-scale demonstration was put into effect.
6.3 UN/CEFACT Core Components
UN/CEFACT has published the “Core Components Technical Specification” [5], part of the ebXML Framework. This specification tackles the issue of harmonisation at a mixture of levels. 

ebXML is a set of specifications aimed at standardising common business exchanges. The business domain is business itself; example exchanges are sending invoices, making orders etc. But despite the difference in domain, the ideas translate to our ITS registry. These are not just theoretical ideas but are being used in significant current developments [6].

The key idea that supports harmonisation is the separation of “Core Components”, which have no specific business context, from “Business Information Entities”, which apply in specific business contexts.
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Figure 2 Business Information Entities and Core Components
Each Business Information Entity is a specific and possibly restricted instantiation of a Core Component, for a specific business context.

There are different kinds of Business Information Entities and Core Components: “aggregate” entities are like UML classes, “association” entities are like UML associations, and “basic” entities are like UML attributes. A “Property” may be an association or a basic attribute.
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Figure 3 Aggregate Core Components
This separation of core components from specific business entities may seem at first to be a rather “heavyweight” scheme, but it does support the scenario where two or more submitters have similar but different classes, and are willing to harmonise some but not all of the details of each class. For each pair/set of similar classes, an Aggregate Core Component would be created; this would effectively be the union of the pair/set of individual classes, but with specific business context stripped away. The individual classes would remain within the submitters’ models, but now associated with the core component, and with the business context information represented in a standard way.

Business Context is structured in eight categories, including:

· Business Process Context – classification of the business process, which might be something like “make a payment”, or “place an order”. In ebXML the values should come from a predefined UN/CEFACT classification. This is similar to the registry’s “functional index” where the values should come from an accepted ITS architecture standard.

· Product Classification Context – some information will be specific to certain kinds of product being employed within the business process.

· Geopolitical Context – different geopolitical entities will often need to do similar things in differing ways.

· System Capabilities Context – even when other contexts match, there may still be justifiable differences due to specific system capabilities.

To illustrate with a simple example: consider two different submissions from different contexts, each defining a “TrafficConditions” class. One is from the interface to a hypothetical inter-urban travel information system, the other is from a hypothetical urban traffic management interface. The example is fragmentary and artificial but it helps to illustrate the basic concept. 
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Figure 4 Similar but different classes
These classes have similarities in purpose: they are providing the current traffic situation on a single link of the road network. Suppose that the attributes “journeyTime” and “averageSpeed” are irrelevant and unavailable in this particular urban context, while the attribute “flow” is unavailable and not required in this particular inter-urban travel information context. Suppose also that the semantics of “occupancy” and also (by a miracle) “linkId” are identical in the two contexts. Applying the core components scheme, each class is considered a “business information entity”, linked to a core component, and with additional information to justify why the class is appropriate in its business context.
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Figure 5 Core component makes the similarity and difference explicit
6.4 Core Components in ITS Registry
Having considered the possible solutions previously listed, it was decided to trial the core component solution. Around this time, a new version of the unified OTAP model was under Qualified review, and there was a clear overlap with TPEG-Loc from the tpegML submission. The unified OTAP model incorporates an interpretation of TPEG location referencing, but the modellers found that they had to make changes to restrict generality that would be unsuitable in the specific application area, and also to remain consistent with OTAP UML profile rules and conventions. The OTAP incorporation of TPEG-Loc is therefore not a typical example of a harmonisation activity, but does contain the “similar-but-different” characteristic.
Diagrams showing core component examples found in tpegML and OTAP are given in Figure 6 and Figure 7. The latter also shows that a single core component can be realised as a number of business information entities in a single context.
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Figure 6 DirectionType Core Component
Advantages of the core components approach include:

· Only minimal changes had to be made to submitters’ models, and these do not affect existing implementations. (Each entity related to a core component requires a UML dependency to that core component, with contextual documentation to explain the existence of the specific business instantiation). In contrast, we believe that an approach that depends upon submitter change in the short term is bound to fail.
· The approach manages to convey all of the information about overlap and harmonisation potential. The value of the existing models is increased for 3rd parties and for future developments of the source systems.

· Class diagrams quickly show relationship between core components and specific models, and allow navigation from the core components to the specific models.
· The core components can demonstrate the preferred naming and UML usage conventions, encouraging submitters to use, where possible, the same conventions.

· Users can see a business context for different models to help identify why models have restricted (if at all) the elements of the core component.

· Documentation for the core component is generalised so that it is not specific to any particular business instantiation.
The main drawback is the maintenance overhead resulting from the generation of extra model elements. However, this is true of any scheme that provides extra information on common elements, and a maintenance scheme has been designed to keep the overhead manageable. 
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Figure 7 LocationType Core Component
Note that the Core Components approach has evolved in a situation where messages are defined to implement openly declared common business processes. This is not exactly the scenario in ITS. However, if working to an agreed ITS architecture, then there would be a certain parallel. The TIH context is different in that it typically considers a single general use case such as “receive travel information” and does not openly define the details of the actual use of individual pieces of information. This simply suggests that TIH would require a different spread of emphasis across the set of context categories.

6.5 Harmonisation Process and Responsibilities
One of the aims of the registration process has been to keep the amount of extra work required by submitters to a minimum.  The proposed harmonisation process attempts to continue this ethos.

· Registrar and stewards may propose items for harmonisation.  When reviewing for “Qualified” status, the stewards should take the opportunity to identify duplication between the items under review and other registered items. The registrar, in consultation with the steward(s) and typically as a result of steward review comments, shall prepare a short proposal document that details the items being harmonised and the resultant core components.
· The proposal is circulated to all affected submitters. (The expected outcome is for core components to be added to the registry, but if the model submitters agree to re-align their models (and implementations) so that there is genuine re-use by sharing and reference, then that’s an even better result!)
· Once agreement has been reached between the affected submitters and stewards, the registrar makes the required changes to the Data Registry. 

Submitters may not wish to add the core components into the native forms of their models. This is especially true for submitters using not UML but other technology, such as XML Schema, where this would be difficult to implement. It is therefore the responsibility of the registrar to add core components to the registry and maintain the core component relationships between models. In case of resubmissions this could potentially bring a significant maintenance overhead for the registrar, so an internal process has been prepared to minimise the registrar workload. Submitter effort is kept to a minimum and the updating of harmonised models is restricted to a single defined process – no matter the type of model submitted to the registry or its format. There is still a level of overhead associated with the process, suggesting that links to core components should be introduced only on mature models (Recorded status as a minimum) not immature models where frequent changes are expected.

Most registered items are submitted free of IPR. However, where IPR is retained, any re-statement of the registered items arising from the harmonisation process can only occur by permission of the IPR holder.
7 Assessment of solutions for registry implementation

This section is concerned with how the software engineer builds a registry facility. Readers without a special interest in this area can afford to skip over this section.

7.1 Technical Forces

The use cases indicate a need for strong UML functionality such as diagram display. It would not make sense for the UK ITS community to write a UML rendering component from scratch when many UML tools exist on the market. The registry should therefore integrate a commercial UML tool.

There are also aspects of the use cases that are not covered by off-the-shelf UML tools – aspects such as registry status management, on-line access to the registry content by directory services; and off-the-shelf UML tools limit the power and richness of queries on registered items, when compared with database solutions (such as Oracle Consulting’s ISO 11179 implementation). 

A repository could be built on a commercial relational database management system – though that requires custom integration with the UML functionality. An alternative is to investigate the use of a professional metadata repository, where UML integration will already have been addressed. These can be complex tools and assistance may be required from the vendor for the creation of our registry.

The project considered these alternatives and chose to build the registry on top of a commercial UML tool without database integration. This was seen to provide the best benefit/cost for exploring issues in the trial. 

7.2 The Trial Solution

The central registry facility, based on a commercial UML tool, has met all expectations of the project team. The web output has been well received by most users, who like the cross-linking between related items and diagrams. In particular the way that UML tagged-values can be used to overlay an index on registered items is a very valuable user tool. Scalability has been good so far: the tool remains responsive for the registrar, and the web output is also responsive. 
The generation of the registry web site from the tool is performed using XSLT, so allows sophisticated customisation through addition of custom XSL elements. Using this mechanism, several usability improvements have been made, such as the splitting of the alphabetic index, the addition of contextual information into each page, and the removal of navigation options that were found to be less useful.
XMI has been an effective standard for submissions. Support for XMI in the software industry is continually increasing and despite multiple versions of XMI across various UML tools, the amount of effort required by experienced engineers to transform versions via XSLT has been low.  Using XMI has also allowed the easy integration of IPR to an existing model, as well as creating automatic checks and reports of model suitability for Recorded status.
The registry solution also caters for XML Schema by transforming to UML and including the XML Schemas in the web output. The transformation software is built using the “Eclipse Modelling Framework” (EMF), an open source implementation of the MOF (Meta-Object Facility) metadata processing specification from the Object Management Group. This has allowed the registry to depict the TransXChange, RTIG, and Journey Time Database models in the same way (UML) as the other registry contents. The mapping from XML Schema to UML is not perfect and is continually improving through subsequent EMF releases.
7.3 Solution to implement emerging requirements

The current approach does not directly support the provision of user-specified queries and filters. These features could be provided through integration with a database or custom-built application server, with appropriate web interface development. The same query facility could support a more tightly integrated directory service.

It would be cost-effective to continue to use the web pages generated by the commercial UML tool, and to provide the query/filter interface in parallel – avoiding the cost of development of UML diagram rendering. If the emphasis is on ad-hoc query or filter criteria, then the server functionality would be implemented by a relational database, populated from the registry XMI data. If the emphasis is on searches or queries that require understanding of the metamodel and navigation through related parts of individual models, then an application server with an in-memory UML representation would be an appropriate solution.
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Figure 8 Components to support registry queries and filters
Given the utility of the current registry implementation, there is no clear cost/benefit justification for the development of the database/server integration for the current range of registry applications. This may change as the registry is applied in new contexts and as registry population expands.  
8 Benefits and Costs

The trials have established the essential costs of a registry, and have produced enough experience of benefits to allow an initial cost/benefit assessment.
8.1 Costs

8.1.1 Submitter Costs

Submitters provided a summary of costs incurred in making the submission. The required effort depends on the availability of a satisfactory electronic definition and its format. In cases of existing satisfactory electronic definitions, the submitter effort ranged from 1 hour to 8 hours. 

There were also two cases in which UML models were hand-built specially for submission due to shortcomings in the existing electronic definitions. One case involved 10 hours of effort; the other required 7 days due to significant ambiguities in the original definition - but in this case the creation of a clear model has additional value for the specific project area.
Additional refinements were typically required for a submission to progress in status. The effort required varied between 1 hour and 8 hours.
No submitter incurred any software purchase costs. 

The costs actually experienced are in contrast to the expectation of one submitter, who initially estimated an order of magnitude more effort and cost. This was found to be due to misunderstandings of the purpose and scope of the registry – highlighting the need for better communication to the stakeholders.

8.1.2 Registrar Costs

Once all technical facilities were in place, the effort required for the mechanical stages of registration varied from 1 hour to ½ day.

In addition the production and validation of each web site update requires around 2-3 hours of effort.

The active maintenance of functional index and core components is another source of register effort. The core components effort is particularly hard to quantify because it depends on the amount of overlap between the submission and other existing models. The effort could be up to ½ hour per  harmonised class, so the typical effort per submission would be a few hours, with a possibility of several days for new submissions with substantial overlap with existing registered items. This effort applies only for submissions at Recorded level and above.  
These costs do not reflect the role of the registrar in continuous improvement of the registry facility. Each new submission potentially tackles a new issue, and this pattern is expected to continue even beyond the initial research & development trial. While the registrar role could be separated from the provision of detailed technical direction for the registry, the trial shows that it is efficient for these aspects to be combined. The registrar also shepherds the stewards. For these reasons an effective registrar service would typically incur 1-5 days of effort in total per submission.

It is difficult to predict the volume of future submissions from the trial. Including re-submissions there were 26 submissions during the two trial periods, a total of around 11 months. Looking at the new contexts for registry application and the known metadata sources which have not yet been registered, it is feasible that further submissions would be made at a similar rate. On that basis, one person spending 50% of working time (around 10 days/month) as registrar should provide an efficient service.
While the registry could impose very strict limitations on the XMI format for submissions, this could discourage submissions. In the trial it was found to be effective to allow a variety of XMI formats and to write XSLT conversions where required. Many UML tools are now supported, but a requirement for a new conversion facility may occasionally arise. A typical amount of effort to produce a new XSLT conversion is 2 days for an expert resource.
There also may be software licence costs. UML tools are not expensive – for example the annual cost of subscription for the tool employed in the registry at time of writing is $159 / licence / year. 
8.1.3 Steward Costs

Steward costs are minimised by automatic validation of registry content, but human review is ultimately required. The effort obviously depends on the number and scale of the submissions under review. In four Qualified reviews where the time taken has been recorded, a total of about 2800 model elements have been reviewed in 2½ days. If the registry is fully integrated into its users’ business processes then it is expected that the majority of registered items would undergo at least one quality review at some stage, and a proportion of those would be resubmitted, with further reviews. If we assume an average of two submissions for Qualified review per month, with two individuals performing each quality review, then a feasible average cost of stewards’ qualified reviews could be 2-3 days per month, though extrapolation from previous reviews is potentially unsound. 

No experience of Preferred reviews is available, but it is considered that due to the significance of the status level there is a need for at least three independent reviewers to contribute to each Preferred review. Each review is likely to require more time than a qualified review, but fewer submissions will reach this stage of the process. A feasible scenario is for 4 Preferred reviews per year, each requiring 3 days of effort from 3 reviewers i.e. 3 days per month.
Therefore a feasible overall steward cost in an active and successful registry is 5-6 days per month.
In the trial, the majority of reviews were by consultants with HA funding on other projects, but there were also reviews by non-funded parties with an interest in the area. The trial suggests that without funding the level of review would be insufficient. Funding of 75% of steward activity seems to be required to achieve the necessary effect.

8.2 Benefits
It was recognised from the outset that it is difficult to establish an accurate quantitative benefit level in a limited trial. The study period observed that registry benefits may lag implementation by 1-2 years. The UTMC registry experience has been that it can take 2 years for the issues to emerge.  However the trial has demonstrated a number of qualitative benefits and has yielded enough experience to allow initial approximate quantitative estimates in some areas. It also allows us to clearly envisage further expected benefits.
The following discussion assumes a Highways Agency business context, but the benefits listed should occur in any business context in which the registry is applied.

8.2.1 Registry increases the quality of ITS models and their documentation

The trial registry has produced valuable review points for several models, especially OTAP and TPEG, leading to an increase in the quality of description. From the strength of these reviews, one can envisage ongoing registry activity providing a “living standard” for ITS – a standard that does not freeze progress but continually improves. In the case of the unified OTAP model, the electronic export facility of the registry has also enabled a migration of the model to a more convenient modelling tool platform, saving time and cost for the OTAP project.
An improvement in quality could help avoid a misinterpretation of the data definition in the construction of a system. An individual mistake of interpretation and the resulting rework at integration time could cost anywhere between 1 hour to 1 week or more of effort. 
In some cases the improvements in quality will simply remove the need for further research by the user, saving somewhere between 1 hour and 1 day of effort.

8.2.2 Registry increases the users’ ability to answer questions
By using the information in the registry, requests for information can be managed more effectively. For example, in a specific case in 2003, Highways Agency staff needed data on incidents on the network but did not know where to find the data. Eventually, after chasing round a number of data sources over a period of days, the answer was found. Had the registry been established within the Highways Agency, the answer would have been identified within minutes.

The registry is also a convenient way for public sector organisations to provide information to external stakeholders, in line with the open government code of practice.
8.2.3 Registry promotes re-use of data definitions, enabling integration
Even in the limited trials the potential for re-use of data definitions has been demonstrated. However, small case studies show that for this benefit to be realised, it must be widely understood and accepted by engineers within the registry user organisations. 
The registry played a facilitating role in the integration of the TPEG-Loc location referencing method into the Unified CENTRICO OTAP model during 2004. The results are being used in UK travel information service developments in England and in Scotland, and the resulting compatibility between these services and also OTAP services in Europe will make any integration or common client development more cost-effective. 
Mott MacDonald engineers with no connection to the registry project accessed the registry at various points through the trial to investigate the potential for their own independent ITS developments. 

· “Engineer A” was able to find items of interest for potential application in a new ITS development. The actual design time saved in this case is minimal, and the major benefit would come in future integration eased by increased standardisation. Re-use would remove the need for production of a custom data converter. The saving in effort (understand mapping between data definitions, development, resulting system complexity) in this cases would be in the order of 1-2 weeks. This was a relatively small scale example; large-scale re-use of data models could save months of effort at integration time.
· “Engineer B” considered that he could have used definitions in the registry, but did not actually use them because design work had already commenced, and because he felt that picking up the existing definitions would not save any time. When it was pointed out that re-use of the definitions could help compatibility in the future, he agreed, but considered that there would have to be some prospect on the horizon to give this enough force. The engineer intends to use the registry in the future, earlier in the development process.
· “Engineer C” accessed the registry near the end of the second trial period, to investigate potential for another unrelated planned ITS development. The engineer considered that since the development area already had specific constraints on data representations, and the required developments were straightforward, there was no reason to re-use definitions from the registry. For the justification of future integration benefit to have sufficient force, the engineer would have to be aware of a tangible prospect of integration. (Yet the engineer intends to use the registry again in further developments, and sees as a minimum that benefit will come from the registry as a source of consistent terminology.)
These user experiences confirm that for the registry benefits to be realised, the registry needs an established role in the business processes of the user organisation.
8.2.4 Registry increases the efficiency of integration and rationalisation activity

The Highways Agency is already engaged in significant integration and metadata rationalisation tasks, such as the work of the NMCS site data rationalisation for RCCs, and further integration and rationalisation is expected as the Roads Information Framework progresses. The registry provides an efficient support mechanism for this activity. Without the registry, the NMCS equipment suppliers would need to duplicate work in tackled problems already solved by the registry project: deciding a common format for models, the types of models and conventions to be used, how to share the results, how to deal with lack of an interchange standard between relational database modelling tools etc.

8.2.5 Registry underpins Directory Services

The registry supports the TIH directory of publishers by describing the data content supplied by each TIH publisher. Similar directory services can be created as the registry is applied to other areas. The registry also supports searches for content, after which it could link back to the corresponding systems / publishers. As the number of data sources increases, so will the complexity of finding, comparing and understanding the data that the user requires. An integrated directory service promises to mitigate the increase in complexity and provide a catalyst for uptake. Potential users can easily find out the content offered by the sources. Days of effort can be saved per user.  Users who would otherwise give up plans of ITS data consumption may be encouraged to continue because they can see valuable content. The directory service is therefore important in strengthening the business case for submitters, who gain direct advertising.

8.2.6 External Data Registry Experience

An interesting parallel may be seen with the introduction of a Data Registry in the US Environmental Protection Agency (EPA). The EPA organisational structure in the 1990s created a culture fostering specific systems, resulting in a lack of information sharing, a lack of ability to aggregate information across systems, and an inability to retrieve data to answer questions. An external review identified the need for EPA to improve information management, characterising EPA as "data rich and information poor".

Their data registry has been crucial in improving this situation. The EPA finds that organised metadata promotes better data management. The EPA registry effort began in 1996, so they now have a substantial body of experience. They have managed to gradually change culture, building the data registry into their business processes. Benefits brought by the data registry include:

· reduction in cost from reinvention of information components

· ensures greater interoperability of systems and improved information exchange

· supports EPA's enterprise architecture

· reduces cost of making information available to the public

· reduces cost of maintaining inventories in multiple locations

· improves reporting consistency

The EPA has not been able to measure the amount of money that the registry has saved, but it has saved money [7].

8.3 Outcomes

The individual benefits discussed should lead to a significant outcome for the business context in which the registry is applied. For the Highways Agency, the cumulative effect should be to allow work across various development “silos” to lower costs of system development and maintenance, and improve information services and management reporting.

For the wider ITS community, the cumulative effect should be to support seamless door-to-door services through integration of open systems. Without a registry this goal will be achieved later and at greater cost, as various organisations slowly find out how to integrate fragments of the overall service.

8.4 Cost / Benefit

8.4.1 Sources of funding

It remains unlikely that alternative sources of registry funding would be found in the short-to-medium term. The registry web usage statistics and trends are encouraging for the achievement of the benefits listed above, but are not at the level which would attract any significant advertising revenue.  Charge per use is thought to be counter-productive in cost-benefit terms, at least until the registry is very firmly established in the business process of the user organisations.

The TIH Business Working Group were invited to contribute in this area but were not able to respond.

8.4.2 Feasible cost/benefit scenarios
While it is not possible to give a final quantitative cost/benefit analysis at this stage, the trial experience in costs and benefits, together with the registry usage statistics, can be used to project feasible cost/benefit scenarios.
(i) Submitter cost/benefit

A typical submission may require one day of effort for initial registration, plus a further day of effort for quality improvement and resubmission. The value of new use of the data is expected to be more significant – either in revenue for private information providers, or indirect benefit for public sector systems. In addition it is feasible that the quality improvement saves several hours of response to users’ queries.

(ii) Central cost/benefit

Central funding of 4 days may be required for a major submission, or upgrade, to cover registrar and steward activity. The avoidance of even a single misinterpretation of data model can save the full amount. The cost can also be recouped simply through 4 users saving 1 day of further research into data models. The value of a new user attracted through the directory service may be less direct, but may have a significant overall economic worth. The biggest benefits will be when integration is eased by adherence to registered models. Even a single re-use and subsequent integration has the potential to save the cost of a submission and its subsequent upgrades. 
Each of these benefits has the potential to balance costs on their own. When considered together, the business case is strong.
9 Measuring the Success of the Trial against its Objectives

During the consultative phase of the project, agreed objectives of the trial were published. This section considers the progress made by the trial against each of its objectives.
9.1 Establish costs of registry operation

Operational costs per submission have been established. It is difficult to predict the volume of future submissions based on the limited trial, but extrapolations can be made with caution. This area is fully discussed in Section 8.1.
9.2 Establish benefits of registry operation

The trial has demonstrated several benefits as described in Section 8.2. The overall quantitative benefits depend on the penetration of the registry into the business process of potential user organisations. As the registry matures, the number of potential application areas is increasing.
9.3 Evaluate technical mechanism

The trial has provided a thorough technical evaluation of the chosen mechanism, which has performed satisfactorily, although requirements to build on the solution with more sophisticated services are beginning to emerge.  This area is fully discussed in Section 7.
9.4 Evaluate registration process

The trial provided a useful evaluation of the initial parts of the ISO 14817 process in the context of TIH. The final stage of assigning “Preferred” status could not be tested due to the limited timescale of the trial. This area is fully discussed in Section 5.
9.5 Gather support for the idea of a registry from future stakeholders.

With the same breath it was acknowledged that this was phrased too strongly - ultimately support comes from a business justification and there was certainly not an intention to hide any inherent registry problems. But it was important for the trial to avoid any discouragement from bad decisions rather than inherent registry problems. The trial aimed to demonstrate an active and beneficial registry.

The effect of the trial can perhaps best be captured by a sample of quotes from a variety of users and stakeholders.
“This is a fantastic resource”
“If we had to do it again, we certainly would - benefit much greater than cost”

“found the Registry very useful and easy to use in terms of navigation”
“There is a great deal of interest in Europe”
“deepest satisfaction that the HA Metadata Registry activity is successful in stimulating such a vivid discussion”
Balancing this positive response it must be recorded that user feedback indicated that the initial web site was too technical and did not explain the purpose or the process to non-technical users. The web site was upgraded accordingly.
One other user with a business and marketing background was unable to sense the full worth of the registry. He found his way to the alphabetic dictionary and did not find the other ways to navigate that could have met his needs. This highlights the need in a full-scale registry for business and marketing input into the web site design.

10 Recommendation for future registry activity

The emerging benefits recorded in this report indicate that it is in the interest of the Highways Agency to fund a one-year technology pilot to continue the registry service and support further uptake in other business contexts within the Highways Agency.
10.1 Provide the registry service for the Travel Information Highway 

The registry is now fulfilling an operational role in the Travel Information Highway context. The pilot will allow the Highways Agency to provide a registrar service to maintain the established benefits by:
· Accepting submissions, processing submissions, regenerate web site.

· Provision of directory service to let users find information.

· Maintaining functional index and core components.

· Addressing any technical/format issues that arise in submissions.

· Guiding the registration process towards status progressions and harmonisation of data definitions and models.

· Monitoring and acting on user feedback.

· Acting as a tool by which the Highways Agency can make decisions about proposed external interfaces, such as DATEX2 links to other European roads authorities.

10.2 Support uptake of the registry in other Highways Agency business areas

Application of the registry is under discussion in a number of other areas, including the planned NMCS site data rationalisation, common location referencing, RCC-to-TCC communication, and the Roads Information Framework in general.
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Figure 9 Contexts for Registry Application
The registry can also be used as a supporting tool in the newly established technical liaison between the UDG (UTMC), RTIG and TIH groups, and in any developing ITS architecture. The pilot should progress the cost-effective application of registry in these other contexts, after consultation with stakeholders in each case.
10.3 Encourage alignment with wider metadata registry implementation
As a secondary objective, the pilot project should exchange knowledge with selected external registry implementation projects and feed back to standards communities to learn from external experience and encourage alignment. Particularly worthwhile targets are:
· ISO/IEC JTC1 SC32 (who produce ISO/IEC 11179) and implementers, through the annual “Open Forum”. This community has the deepest experience of registry technology and includes US EPA registry designers. Yet it also has a very wide and inclusive outreach, making it a useful source for the state-of-the-art.
· ISO TC 204 WG1, which can act as a network of contacts for different national implementers of ISO 14817, including the Australian ITS registry implementers. As implementers ourselves, we can give useful feedback to improve future versions of the standard, to ensure that our work remains compatible.
· UK National Health registry implementers. The UK NHS recently put in place a UML-based registry, so an exchange of experiences is likely to be beneficial.
10.4 Clarify the future operational role of the registry

At the end of the one year period the pilot should deliver a management report with conclusions reached in each potential area of application, including recommendations on any future business roles, funding and contractual arrangements, based on benefits realised.

Appendix A Web Usage Statistics

Usage of the registry web site was continuously monitored from mid-October 2003. During the first phase of the trial, the web site usage sharply increased in the beginning of 2004 as the registry content improved and active discussion took place in the TIH Working Group on Data Dictionary & Data Registry. Figure 1 shows the monthly trend for the first trial phase (note the keys at the edge of each graph). Even after the first phase of the trial ended, registry usage was relatively high in the first week of March, and was especially dense in terms of pages per visit.
Although the vast majority of the hits are caused by web crawlers and their associated web engines, there at least several meaningful users on average per month (as far as can be implied from the gathered data).
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Figure 10 Registry web site usage summary (First phase Oct’03 – Feb’04)

Numbers of visits, hits and user sites per month for the first phase are given below. 

	Month
	Visits
	Non-registrar visits
	Unique user sites
	Hits

	November 2003
	19
	18
	13
	570

	December 2003
	20
	8
	9
	585

	January 2004
	90
	63
	35
	2925

	February 2004
	108
	77
	32
	2958


Figure 11 shows the monthly trend from the end of the first phase in March 2004 through the start of the second phase in September, up until near the end of the second phase in January 2005.
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Figure 11 Registry web site usage summary (Second phase Mar’04 to Jan’05)
Numbers of visits, hits and user sites per month for the second phase are given below. 

	Month
	Visits
	Non-registrar visits
	Unique user sites
	Hits

	March 2004
	124
	(data not available)
	56
	6343

	April 2004
	324
	(data not available)
	73
	7728

	May 2004
	509
	495
	90
	10347

	June 2004
	1029
	1026
	310
	25443

	July 2004
	1064
	1037
	333
	21934

	August 2004
	1005
	984
	374
	16710

	September 2004
	1301
	1240
	462
	24781

	October 2004
	1571
	1534
	485
	24410

	November 2004
	2030
	1976
	521
	31982

	December 2004
	3251
	3223
	830
	30136

	January 2005
	5656
	5636
	1157
	33984


Although the figures appear to indicate continually increasing usage of the registry, upon further breakdown (where possible) of those accessing registry web pages, the vast majority appear to be accesses by search engines and their ‘crawlers’.  Even after eliminating the obviously named user addresses (e.g. lj1096.inktomisearch.com, crawl33.googlebot.com, msnbot64060.search.msn.com, egspd42416.teoma.com), there still remained other potential crawler activity from IP addresses, e.g. 65.54.188.96 which belonged to Microsoft
 and for most months had the highest number of hits for a single user site.

The following table shows some of the more obvious accesses that would appear to have some relevance within the ITS domain, along with uses of the registry by the registrar.  Also, the table shows other potential users that cannot be directly identified by their hostname but where not found to be obviously linked to search engines (based on hosts where more than 20 hits occurred – indicating that some usage of the registry may have occurred).  

	Month
	Visits
	Hits
	Company

	July 2004
	9
	3167
	Serco (http://www.serco.com/)

	
	7
	193
	IPL (http://www.iplbath.com/)

	
	3
	113
	Atkins (http://www.wsatkins.com/)

	
	4
	82
	KIZOOM (http://www.kizoom.com/)

	
	4
	80
	Government Agency (gateway102.gsi.gov.uk)

	
	28
	934
	Registrar usage

	
	52
	1453
	Others (where hits > 20, excluding known search engines)

	August 2004
	4
	116
	Atkins (http://www.wsatkins.com/)

	
	3
	86
	WSP Group (http://www.wspgroup.com/)

	
	2
	80
	Government Agency (gateway102.gsi.gov.uk)

	
	1
	75
	mouchelparkman (http://www.mouchelparkman.com/)

	
	21
	381
	Registrar usage

	
	50
	1373
	Others (where hits > 20, excluding known search engines)

	September 2004
	28
	1013
	Serco (http://www.serco.com/)

	
	6
	159
	Government Agency (gateway101.gsi.gov.uk)

	
	5
	58
	IPL (http://www.iplbath.com/)

	
	1
	45
	COWI (http://www.cowi.dk/)

	
	61
	1744
	Registrar usage

	
	7
	138
	Others (where hits > 20, excluding known search engines)

	October 2004
	12
	328
	Serco (http://www.serco.com/)

	
	6
	299
	Government Agency (gateway101.gsi.gov.uk)

	
	4
	153
	IPL (http://www.iplbath.com/)

	
	3
	124
	WSP Group (http://www.wspgroup.com/)

	
	1
	43
	COWI (http://www.cowi.dk/)

	
	37
	1064
	Registrar usage

	
	55
	2051
	Others (where hits > 20, excluding known search engines)

	November 2004
	16
	697
	Government Agency (gateway101.gsi.gov.uk)

	
	10
	480
	Serco (http://www.serco.com/)

	
	8
	452
	IPL (http://www.iplbath.com/)

	
	1
	77
	remote.traffic-wales.com

	
	1
	53
	Atkins (http://www.wsatkins.com/)

	
	1
	49
	WSP Group (http://www.wspgroup.com/)

	
	1
	46
	mouchelparkman (http://www.mouchelparkman.com/)

	
	54
	2015
	Registrar usage

	
	87
	3636
	Others (where hits > 20, excluding known search engines)

	December 2004
	22
	1388
	IPL (http://www.iplbath.com/)

	
	27
	909
	Serco (http://www.serco.com/)

	
	1
	46
	mouchelparkman (http://www.mouchelparkman.com/)

	
	1
	201
	US Federal Highway Administration 

	
	28
	765
	Registrar usage

	
	54
	2613
	Others (where hits > 20, excluding known search engines)

	January 2005
	20
	655
	IPL (http://www.iplbath.com/)

	
	8
	328
	Serco (http://www.serco.com/)

	
	4
	70
	Atkins (http://www.wsatkins.com/)

	
	20
	691
	Registrar usage

	
	104
	4160
	Others (where hits > 20, excluding known search engines)


Although the vast majority of the hits are caused by web crawlers and their associated web engines, there at least several meaningful users on average per month (as far as can be implied from the gathered data).

Appendix B Glossary
	ASN.1
	Abstract Syntax Notation, sometimes used to describe the structure of messages, and required by the ISO 14817 standard.

	CENTRICO
	One of the Euro-Regional projects, involving European neighbours including England (South-East).

	DATEX
	Specification for data exchange between traffic management centres, which CEN adopted as an “experimental standard” in 2000.

	DTD
	Document Type Definition – the original way of specifying XML formats.

	EBU
	European Broadcasting Union, who develop the TPEG standards.

	IDL
	Interface Definition Language 

	ISO 14817
	The ISO standard for data registries in the ITS domain, from TC 204.

	ITS
	Intelligent Transportation Systems

	MATTISSE
	Integrated travel information system for the West Midlands.

	NTCC
	National Traffic Control Centre

	OTAP
	Open TIS (Traveller Information Services) Access Points – a European initiative to facilitate travel information distribution.

	RTIG
	Real Time Information Group – a group working on standards for real time public transport information.

	TIH
	Travel Information Highway - an open and independent association of Information Publishers and Receivers who have an interest in exchanging travel information using an agreed set of Principles.

	TPEG
	Transport Protocol Experts Group – actually an EBU specification for travel information reporting.

	TPEG Loc
	The part of TPEG concerned with location references.

	tpegML
	The encoding of TPEG in XML

	TPEG PTI
	The part of TPEG concerned with public transport information

	TPEG RTM
	The part of TPEG concerned with road traffic messages

	TransXChange
	Department for Transport standard for exchanging public transport information; takes the form of an XML Schema.

	UML
	Unified Modeling Language, a standard for expressing models, very widely accepted for describing software.

	VIH
	Video Information Highway

	WG
	Working Group

	XMI
	XML Metadata Interchange – a standard for exchanging models

	XML
	eXtensible Markup Language – very widely accepted technique for expressing data

	XML Schema
	Defines specific XML formats

	XSLT
	XSL Transformations – a language for transforming XML
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� Counting elements with a correspondence to ISO 14817 data concepts: 10364 model elements, consisting of 3020 attributes, 1615 classes, 1108 associations, 189 data types, 347 enumerations with 4085 enumeration literals. In UML terms the number of model elements is significantly higher since association ends, packages, stereotypes and tag definitions would be included.





� Identified through American Registry for Internet Numbers, � HYPERLINK "http://www.arin.net/index.html" ��http://www.arin.net/index.html� and RIPE Network Coordination Centre, � HYPERLINK "http://www.ripe.net/whois" ��http://www.ripe.net/whois�
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